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Overview Analysis of Data Saturation

Data Saturation in Offline BC Data

Experiments
Data Selection Performance

SDR vs. Rand Selection Across Different Budget Sizes

Ablation Study

● DOMAIN: Data Selection for Offline Behavioral Cloning (BC).

● GOAL: select a compact behavioral subset from a large offline BC dataset for rapid
policy training, a process we term offline behavioral data selection.

● FORMULATION:

Millions of Offline BC Data

Hundreds of behavioral data one-second policy training

few-hours policy training

● Offline BC data: Given offline RL data, we relabel each state with actions predicted by
the learned policy, yielding offline BC data.

● Experiment: We randomly sample subsets of different sizes from the original offline BC
dataset and plot the sample size–performance curves below.

● Key finding: Policy performance gradually plateaus once the sample size exceeds
10,000, even though the full datasets contain hundreds of thousands to millions of
samples (the sample-size axis is shown in log scale).

P@50: fraction of data required to reach 50% of the 
performance achieved by training on the full dataset.

P@90: fraction of data required to reach 90% of the 
performance achieved by training on the full dataset.

Observation: Offline BC data has much smaller 
P@50 and P@90 than ImageNet and CIFAR-10, 
indicating much stronger data saturation.

Stepwise Dual Ranking (SDR)

Stepwise Progressive Clip: Prioritize data from earlier stages during selection

Lemma 1. For two policies π∗ and π, let εt = Es∼dt
∗

[DTV (π,π∗)], we have |J(π)− J(π∗)| ≤
∑T−1

t=0
(T − t)εt.

Dual ranking: Prioritize data that rank both high in qπ∗ and low in dβ

Stepwise Progressive Clipping + Dual Ranking ⇒ Stepwise Dual Ranking (SDR)
Stepwise Progressive Clipping: Define a monotonically decreasing selection ratio

αt = 1− λ tanh(t/100),

where αt controls the select ratio at step t.

Dual Ranking: At each step t, retain samples that rank both above the αt-quantile in q and below
the αt-quantile in d.

Two-stage Sampling: Aapply stepwise dual ranking to construct a larger candidate pool, and then
randomly sample a smaller final subset under a fixed budget.

step step
Original Dataset Candidate Pool Final Subset

Stepwise Progressive Clip: Prioritize data encountered in earlier steps Dual Ranking: Retain data with both high Q-value and low density ranking

⨁ Rand Select
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Table 1: Data selection performance on D4RL o!line datasets with the budget of 1024. The results are averaged across "ve seeds.
The best selection result for each dataset is marked with bold scores.

Method Halfcheetach Hopper Walker2D AverageM-R M M-E M-R M M-E M-R M M-E

Random 28.0 26.3 10.1 32.8 50.0 32.7 47.8 41.9 32.2 27.0
Top Reward 10.6 1.4 2.2 5.9 6.9 3.9 3.6 2.7 7.6 5.0
Top Q-value 4.4 2.3 1.7 6.1 7.7 9.1 3.8 13.1 4.3 5.8
Herding 0.7 1.0 3.3 0.6 4.4 2.9 3.6 2.7 1.1 2.3
GraNd 2.0 2.1 3.1 6.4 14.5 1.3 2.7 5.9 3.3 4.6

GradMatch 3.3 6.8 18.9 29.3 18.3 43.7 23.9 13.6 44.5 22.5

SDR (ours) 33.9 28.2 10.5 41.6 54.0 37.4 57.0 45.9 48.4 40.8

Figure 4: Comparison of SDR and Random Selection (Rand)
under di!erent sample size. Each point is calculated and then
averaged over ten trials.

coreset selection algorithms: Herding [34], GraNd [24], and Grad-
Match [11], each representing a distinct category of coreset ap-
proaches1.

6.1 Main Results
We begin by evaluating the performance of various selection meth-
ods across datasets with varying quality levels and environments,
as summarized in Table 1. Several key observations emerge from

1We adopt the implementations from DeepCore [8], a widely used coreset selection
library, using default hyperparameters.

the results: (1) both Top Reward and Top Q-value perform signi!-
cantly worse than the naive Random baseline. This suggests that
relying on a single selection criterion, such as reward or Q-value,
can be detrimental, likely because it overlooks other important fac-
tors such as diversity; (2) Herding and GraNd exhibit particularly
poor performance in the context of o"ine behavioral data selection;
(3) all three conventional coreset selection methods, namely Herd-
ing, GraNd, and GradMatch, underperform compared to the simple
Random baseline; and (4) our proposed method, SDR, substantially
improves o"ine data selection, achieving a notable performance
gain over all baselines (from 27.0 to 40.8).
SDR under various budgets Apart from evaluating SDR with a
!xed budget of 1024, we also assess its performance under di#erent
budget 𝐿 of 256, 512, 2048, 4096, and 8192. Given the previously
discussed suboptimal performance of conventional coreset selec-
tion methods, we primarily compare SDR against random selection.
The results, presented in Figure 4, reveal the following key ob-
servations: (1) SDR performs comparably to random selection in
HalfCheetah-ME environment; and (2) for all other datasets, SDR
consistently outperforms random selection across various budget
sizes, further demonstrating its robustness and e#ectiveness.

6.2 Ablation Study
As outlined in Section 5, SDR comprises two key components: (1)
Stepwise Progressive Clip and (2) Dual Ranking. In this section, we
conduct ablation experiments to evaluate their e#ectiveness.

To assess the impact of Stepwise Progressive Clip, we replace
the monotonic function F (𝑀) = 𝑁 tanh 𝐿

100 with a constant function
F (𝑀) = 𝑁, while keeping Dual Ranking unchanged. Conversely,
to examine the role of Dual Ranking, we replace it with a single-
ranking strategy that selects examples based solely on the ratio
𝑂𝑀→ (𝑃,𝑄)/𝑅𝑀𝐿 (𝑃). We evaluate the average return under di#erent
budget sizes of [256, 512, 1024, 2048, 4096, 8192], with results pre-
sented in Table 2. From the results, we observe that: (1) employing
either Stepwise Progressive Clip or Dual Ranking individually im-
proves selection performance compared to the baseline random
selection; and (2) integrating both components in SDR further en-
hances performance, verifying the e#ectiveness of SDR’s design.
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coreset selection algorithms: Herding [34], GraNd [24], and Grad-
Match [11], each representing a distinct category of coreset ap-
proaches1.

6.1 Main Results
We begin by evaluating the performance of various selection meth-
ods across datasets with varying quality levels and environments,
as summarized in Table 1. Several key observations emerge from

1We adopt the implementations from DeepCore [8], a widely used coreset selection
library, using default hyperparameters.

the results: (1) both Top Reward and Top Q-value perform signi!-
cantly worse than the naive Random baseline. This suggests that
relying on a single selection criterion, such as reward or Q-value,
can be detrimental, likely because it overlooks other important fac-
tors such as diversity; (2) Herding and GraNd exhibit particularly
poor performance in the context of o"ine behavioral data selection;
(3) all three conventional coreset selection methods, namely Herd-
ing, GraNd, and GradMatch, underperform compared to the simple
Random baseline; and (4) our proposed method, SDR, substantially
improves o"ine data selection, achieving a notable performance
gain over all baselines (from 27.0 to 40.8).
SDR under various budgets Apart from evaluating SDR with a
!xed budget of 1024, we also assess its performance under di#erent
budget 𝐿 of 256, 512, 2048, 4096, and 8192. Given the previously
discussed suboptimal performance of conventional coreset selec-
tion methods, we primarily compare SDR against random selection.
The results, presented in Figure 4, reveal the following key ob-
servations: (1) SDR performs comparably to random selection in
HalfCheetah-ME environment; and (2) for all other datasets, SDR
consistently outperforms random selection across various budget
sizes, further demonstrating its robustness and e#ectiveness.

6.2 Ablation Study
As outlined in Section 5, SDR comprises two key components: (1)
Stepwise Progressive Clip and (2) Dual Ranking. In this section, we
conduct ablation experiments to evaluate their e#ectiveness.

To assess the impact of Stepwise Progressive Clip, we replace
the monotonic function F (𝑀) = 𝑁 tanh 𝐿

100 with a constant function
F (𝑀) = 𝑁, while keeping Dual Ranking unchanged. Conversely,
to examine the role of Dual Ranking, we replace it with a single-
ranking strategy that selects examples based solely on the ratio
𝑂𝑀→ (𝑃,𝑄)/𝑅𝑀𝐿 (𝑃). We evaluate the average return under di#erent
budget sizes of [256, 512, 1024, 2048, 4096, 8192], with results pre-
sented in Table 2. From the results, we observe that: (1) employing
either Stepwise Progressive Clip or Dual Ranking individually im-
proves selection performance compared to the baseline random
selection; and (2) integrating both components in SDR further en-
hances performance, verifying the e#ectiveness of SDR’s design.
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Table 2: Average return across di!erent budgets on D4RL o!line datasets. The best selection result for each dataset is marked
with bold scores.

Method Halfcheetach Hopper Walker2D AverageM-R M M-E M-R M M-E M-R M M-E

Random 29.2 28.7 16.8 41.1 46.9 42.6 47.6 43.1 49.1 38.3
DualRank 32.1 28.9 16.1 48.1 48.5 43.2 52.0 45.8 52.1 41.8
StepClip 30.4 29.8 15.2 46.9 48.6 43.5 48.9 45.9 51.6 40.1
SDR 32.4 31.3 16.3 50.1 50.4 48.3 53.2 46.9 56.2 42.8

Figure 5: Plots of policy performance as functions of 𝐿. Each
point is calculated and then averaged over ten trials.

6.3 Hyperparameter Analysis
The hyperparameter 𝐿 in F (𝑀) controls the selection intensity and
the size of candidate pool. A smaller 𝐿 reduces the sensitivity to the
rankings induced by 𝑁𝐿→ and 𝑂𝐿𝐿 , thereby permitting lower-ranked
examples to be included and increasing the overall size of the can-
didate pool. To investigate the impact of 𝐿, we evaluate SDR with
varying values of 𝐿 of 0.1, 0.2 and 0.3. The average return across
di!erent budgets, as presented in Figure 5, reveals that: (1) 𝐿 in"u-
ence SDR performance; (2) SDR with 𝐿 values of 0.1, 0.2, and 0.3
consistently outperforms the baseline, except in Halfcheetah-ME;
and (3) di!erent datasets exhibit distinct optimal 𝐿 values. We also
provide insights into selecting an appropriate 𝐿. For o#ine behav-
ioral data collected from suboptimal policies, a larger 𝐿 should be
employed to better correct the distribution shift between behavior
and expert policies.

7 Discussion and Limitation
Discussion The primary strength of SDR lies in its e$ciency,
a crucial property for data selection algorithms aiming to enable
e$cient training. Many dataset compression methods require re-
peated training over the full dataset or expensive second-order
computations (e.g., Hessian matrices), resulting in overheads that
can be several orders of magnitude greater than simply training on
the full dataset. In contrast, once estimates of the action value and
state density are obtained, SDR performs data selection without
any additional training, making it entirely training-free and highly
scalable. This e$ciency allows SDR to scale seamlessly to large of-
"ine behavioral datasets, which is increasingly important in the era
of large-scale data. Moreover, SDR allows "exible subset sizing by
simply adjusting the number of samples drawn from the candidate
pool, with no recomputation required. This further enhances its
practicality and e$ciency.

Limitation The current SDR algorithm has two limitations. First,
it requires pre-estimation of both the action value function and
the density function. While the density function can be estimated
solely from the states in the original dataset, estimating the action
value function requires access to a reward-labeled RL dataset. As
a result, SDR necessitates an o#ine RL dataset composed of full
transition tuples including rewards. Second, the performance of
SDR is in"uenced by the hyperparameter 𝐿, which controls the
trade-o! between diversity and importance. Developing principled
methods for automatically tuning 𝐿 remains an open and promising
direction for future work.

8 Conclusion
This paper identi%es and analyzes a critical ine$ciency in behav-
ioral cloning: data saturation, where policy performance quickly
plateaus despite increasing the size of training data. We theoreti-
cally attribute this phenomenon to the weak alignment between
test loss and true policy performance under distributional shift. Mo-
tivated by this insight, we introduce Stepwise Dual Ranking (SDR), a
simple yet e!ective method for selecting a compact and informative
subset from large-scale o#ine behavioral datasets. SDR combines
stepwise clipping, which emphasizes early-timestep data, with a
dual-ranking strategy that favors high-value, low-density states.
Empirical results across a range of D4RL benchmarks show that
SDR substantially improves data e$ciency, enabling strong policy
performance with signi%cantly fewer training samples.

(a) Halfcheetah (b) Hopper (c) Walker2D

Figure 2: Plots of policy performance (normalized return) as functions of sample size. Each point is
calculated and then averaged over ten trials

random to medium-level; M datasets are produced by medium-level policies; ME datasets are collected123

by policies ranging from medium to expert level, and E datasets are induced by expert policies.124

For M-R, M, and ME those are obtained by suboptimal policies, we can employ advanced offline RL125

algorithms on them to extract an (near) expert policy. Then we use the obtained policy to relabel126

actions for states in M-R, M, and ME. The relabeled datasets are called offline BC data and can be used127

for supervised behavioral cloning.128

To evaluate the sample efficiency of offline BC datasets, we randomly select a subset from the original129

dataset and train policies on it. By controlling the size of the selected subset and monitoring policy130

performance, we analyze the relationship between sample size and policy performance, as illustrated131

in Figure 2. From the figure, we observe that: (1) policy performance increases as the sample size132

grows; (2) curves in E saturate more slowly than those in MR, M, and ME; and (3) policy performance133

gradually plateaus when the sample size exceeds 10, 000, despite the full dataset sizes ranging from134

hundreds of thousands to millions (with the sample size axis on log scale), particularly in the MR and135

M scenarios. This plateau indicates that data are extremely saturated in these offline BC datasets.136

To quantify this data saturation, we measure the proportion of data required to train a model or policy137

that achieves performance close to that obtained with the full dataset. Specifically, we use P@50 and138

P@90, which represent the fraction of data needed to reach 50% and 90% of the model performance139

when trained on the entire dataset, respectively. A smaller number of P@50 and P@90 means that only140

a small friction of data is required to train a good model compared to using full datasets, thereby141

implying severer data saturation. We plot the P@50 and P@90 for offline BC datasets and two popular142

image datasets of CIFAR-10 [Krizhevsky et al., 2009] and ImageNet [Deng et al., 2009], as shown143

in Figure 3(a). From the figure we observe that compared to image datasets with P@50 of 4% and144

P@90 of 20%, these offline BC datasets have surprising low P@50 of 1% and P@90 of 5%, thereby145

indicating a severe data saturation in offline BC datasets.146

4.1 Analysis of Data Saturation147

To better understand the phenomenon of data saturation in offline BC datasets, we analyze the148

relationship between policy performance and test loss over the full dataset, as shown in Figure 3(b).149

The figure reveals an interesting trend: in the E setting, minimizing test loss over the full dataset leads150

to clear improvements in policy performance. However, this correlation weakens considerably in151

other settings of MR, M, and ME. This observation motivates our hypothesis that data saturation stems152

from a weak alignment between test loss and policy performance. That is, although increasing the153

dataset size reduces test loss, it does not necessarily lead to better policy performance. This behavior154

contrasts with conventional supervised learning, where test loss typically serves as a reliable proxy155

for model performance.156

Since E datasets are collected using stronger behavior policies, they exhibit less discrepancy between157

the state distributions of the behavior and expert policies compared to MR, M, and ME datasets. We158

theoretically demonstrate that such state distribution shift weakens the alignment between test loss159

and policy performance, ultimately contributing to data saturation.160
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(a) Data Saturation (b) Return vs. Loss

Figure 3: (a) P@50 and P@90 for o!line BC datasets and image datasets (ImageNet, CIFAR-10). (b) Plots of policy performance
(normalized return) as functions of the loss w.r.t. real data. Each point is calculated and then averaged over "ve trials.

policy performance changes with di!erence sample size. We un-
cover a surprising phenomenon of data saturation, where increasing
the dataset size yields diminishing returns in performance. This
phenomenon is explained through both empirical and theoretical
analysis.
O!line BC Datasets We utilize o"ine RL data provided by D4RL
[6], a widely recognized benchmark for building o"ine BC datasets.
Three environments of Halfcheetah, Hooper, Walker2D are uti-
lized for data collection. For each environment, four o"ine datasets
with di!erent qualities are o!ered by D4RL, i.e., medium-replay
(MR), medium (M), medium-expert (ME), and expert (E) datasets. Con-
cretely, M-R datasets are generated by a variety of policies, from
random to medium-level; M datasets are produced by medium-level
policies; ME datasets are collected by policies ranging from medium
to expert level, and E datasets are induced by expert policies. For
M-R, M, and ME those are obtained by suboptimal policies, we can
employ advanced o"ine RL algorithms on them to extract an (near)
expert policy. Then we use the obtained policy to relabel actions
for states in M-R, M, and ME. The relabeled datasets are called o"ine
BC data and can be used for supervised behavioral cloning.

To evaluate the sample e#ciency of o"ine BC datasets, we ran-
domly select a subset from the original dataset and train policies
on it. By controlling the size of the selected subset and monitoring
policy performance, we analyze the relationship between sample
size and policy performance, as illustrated in Figure 2. From the
$gure, we observe that: (1) policy performance increases as the
sample size grows; (2) curves in E saturate more slowly than those
in MR, M, and ME; and (3) policy performance gradually plateaus
when the sample size exceeds 10, 000, despite the full dataset sizes
ranging from hundreds of thousands to millions (with the sample
size axis on log scale), particularly in the MR and M scenarios. This
plateau indicates that data are extremely saturated in these o"ine
BC datasets.

To quantify this data saturation, we measure the proportion of
data required to train a model or policy that achieves performance
close to that obtained with the full dataset. Speci$cally, we use
P@50 and P@90, which represent the fraction of data needed to
reach 50% and 90% of the model performance when trained on the

entire dataset, respectively. A smaller number of P@50 and P@90
means that only a small friction of data is required to train a good
model compared to using full datasets, thereby implying severer
data saturation. We plot the P@50 and P@90 for o"ine BC datasets
and two popular image datasets of CIFAR-10 [13] and ImageNet [5],
as shown in Figure 3(a). From the $gure we observe that compared
to image datasets with P@50 of 4% and P@90 of 20%, these o"ine BC
datasets have surprising low P@50 of 1% and P@90 of 5%, thereby
indicating a severe data saturation in o"ine BC datasets.

4.1 Analysis of Data Saturation
To better understand the phenomenon of data saturation in o"ine
BC datasets, we analyze the relationship between policy perfor-
mance and test loss over the full dataset, as shown in Figure 3(b).
The $gure reveals an interesting trend: in the E setting, minimizing
test loss over the full dataset leads to clear improvements in policy
performance. However, this correlation weakens considerably in
other settings of MR, M, and ME. This observation motivates our hy-
pothesis that data saturation stems from a weak alignment between
test loss and policy performance. That is, although increasing the
dataset size reduces test loss, it does not necessarily lead to bet-
ter policy performance. This behavior contrasts with conventional
supervised learning, where test loss typically serves as a reliable
proxy for model performance.

Since E datasets are collected using stronger behavior policies,
they exhibit less discrepancy between the state distributions of the
behavior and expert policies compared to MR, M, and ME datasets. We
theoretically demonstrate that such state distribution shift weakens
the alignment between test loss and policy performance, ultimately
contributing to data saturation.

T!"#$"% 1 ([26]). For policies𝐿→ and𝐿 , we have |𝑀 (𝐿) ↑ 𝑀 (𝐿→) | ↓
𝑁𝑂 2, where 𝑁 = E𝐿𝐿→ [𝑃TV (𝐿, 𝐿→)].

For 𝐿 trained on o"ine datasets, Theorem 1 establishes that
the policy performance 𝑀 (𝐿), can be non-vacuous bounded by
E𝐿𝐿→ [𝑃TV (𝐿, 𝐿→)] during BC process. However, o"ine BC datasets
are typically collected using suboptimal behavioral policy 𝐿𝑀 rather
than the expert policy 𝐿→. To this end, during the training on o"ine
behavioral datasets, optimization is performed onE𝐿𝐿𝑀 [𝑃TV (𝐿, 𝐿→)]


